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Abstract

The metabolic stability of a drug is a crucial determinant of its pharmacokinetic properties, including clearance, half-
life, and oral bioavailability. Accurate predictions of metabolic stability can significantly streamline the drug discov-
ery process. In this study, we present MetaboGNN, an advanced model for predicting liver metabolic stability based
on Graph Neural Networks (GNNs) and Graph Contrastive Learning (GCL). Using a high-quality dataset from the 2023
South Korea Data Challenge for Drug Discovery, which comprises 3,498 training molecules and 483 test molecules,
we presented molecular structures as graphs to capture the intricate structural relationships that influence metabolic
stability. A GCL-driven pretraining step was employed to enhance model generalizability by learning robust, transfer-
able graph-level representations. Notably, incorporating interspecies differences between human liver microsomes
(HLM) and mouse liver microsomes (MLM) further improved predictive accuracy, achieving Root Mean Square Error
(RMSE) values of 27.91 (HLM) and 27.86 (MLM), both expressed as the percentage of parent compound remaining
after a 30-min incubation. Compared to traditional approaches, MetaboGNN demonstrates superior predictive perfor-
mance and highlights the importance of considering interspecies enzymatic variations. In addition, attention-based
analysis identified key molecular fragments associated with metabolic stability, highlighting chemically meaningful
structural determinants. These findings establish MetaboGNN as a powerful tool for metabolic stability prediction, sup-
porting more efficient lead optimization processes in drug discovery.

Scientific contribution

This study presents MetaboGNN, a novel predictive framework for liver metabolic stability that integrates Graph Neural Net-
works with Graph Contrastive Learning. By explicitly incorporating interspecies metabolic differences as a dedicated learning
target, MetaboGNN achieved enhanced prediction accuracy. Attention-based analysis also identified molecular fragments
that are strongly associated with stabilizing or destabilizing effects, facilitating chemical insights during lead optimization.
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Introduction

Metabolic stability plays a critical role in determining the
pharmacokinetic behavior of drugs, including their clear-
ance, half-life, and oral bioavailability [1]. As one of the
primary organs of drug metabolism, the liver mediates
enzymatic reactions that convert drugs into metabolites
for easier excretion [2]. This process can be classified
into two phases: Phase I reactions, which involve func-
tionalization processes such as oxidation, reduction, and
hydrolysis, and Phase II reactions, which involve conju-
gation with endogenous molecules like glucuronic acid
or sulfate [2, 3]. Understanding and optimizing meta-
bolic stability during the early stages of drug discovery is
essential, as it directly influences the selection and refine-
ment of lead compounds [4].

In vitro models, including hepatocytes, hepatic micro-
somes, and S9 fractions, are indispensable tools for
assessing metabolic stability due to their significant cor-
relation with in vivo drug clearance [5]. These models
provide critical insights that guide structural modifica-
tions, enhancing the pharmacokinetic (PK) profiles of
drug candidates to ensure both efficacy and safety [6].
Key parameters measured in these assays include the per-
centage of the parent compound remaining after 30 min,
half-life (t;,,), and intrinsic clearance (CL,,), offering
valuable data on drug metabolism [7]. Despite these
advantages, both in vitro and in vivo methods face sig-
nificant challenges, including high costs and limited scal-
ability [8]. While in vitro models provide a more feasible
option for metabolic stability screening, evaluating large
libraries of compounds remains resource-intensive and
time-consuming [9]. This highlights the pressing need
for innovative, cost-effective, and scalable approaches to
streamline metabolic stability screening.

With the rapid advancements in artificial intelli-
gence technology, deep learning (DL) is increasingly
being applied in the drug discovery process to predict
compounds’ physicochemical properties and biologi-
cal activities [10, 11]. Owing to its remarkable ability
to capture complex relationships between molecular
structures and their experimental values, this technol-
ogy has been successfully utilized to predict drug-tar-
get affinity [12, 13], assess cardiotoxicity [14], and
evaluate drug-induced liver injury [15] through special-
ized models developed for these purposes. In the case
of metabolic stability prediction, traditional approaches
such as rule-based or QSAR models are commonly
employed [16-18]; however, DL-based prediction
models remain relatively underdeveloped [19, 20]. It
might be due to the inherent complexity of metabolic
pathways and the limited availability of high-quality,
comprehensive datasets required to train and validate
DL algorithms. Recently, graph neural network (GNN)
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models such as CMMS-GCL and MS-BACL have
applied graph contrastive learning (GCL) to improve
molecular representations under limited data condi-
tions [19, 20]. GCL is a self-supervised learning strategy
that enhances representation learning by encouraging
embeddings of similar views of the same molecule to
be similar, while pushing apart unrelated ones [21]. By
incorporating contrastive loss as a joint training objec-
tive, these models [19, 20] have been shown to enhance
prediction performance while also enabling the identi-
fication of substructures relevant to metabolic stabil-
ity. However, since they are trained solely on molecular
structure data with single-task labels and contrastive
loss, the models have limited access to broader bio-
logical or contextual information, which makes it chal-
lenging to capture the complex factors that influence
metabolic stability in real-world biological systems. In
parallel, traditional machine learning techniques such
as random forest have also been employed to develop
multi-species prediction models for liver microsomal
stability [22, 23]. However, these models typically make
parallel predictions for each species without explicitly
incorporating interspecies differences into the model
design or learning objectives.

The 2023 South Korea Data Challenge for Drug Discov-
ery provided a unique opportunity to address these chal-
lenges. Running from August 7 to October 23, 2023, this
competition focused on developing regression models to
predict NADPH-dependent metabolic stability of com-
pounds in human liver microsomes (HLM) and mouse
liver microsomes (MLM). The dataset includes 3,498
training molecules and 483 test molecules with features
such as SMILES, AlogP, the number of hydrogen donors
and acceptors, and liver microsomal stability measured
by liquid chromatography with tandem mass spectrom-
etry (LC-MS/MS). The stability values represent the
percentage of the parent compound remaining after a
30-min incubation. HLM or MLM data quantified by
LC-MS/MS is a widely used method for assessing drug
metabolism and predicting in vivo clearance [24]. Partici-
pants in this challenge were tasked with minimizing the
prediction error and evaluated using the formula:

Score = 0.5 x RMSE(HLM) + 0.5 x RMSE(MLM)

(1)
where RMSE refers to the Root Mean Square Error, cal-
culated separately for HLM and MLM. The competi-
tion drew 1,254 teams to showcase their innovative
approaches to this challenging problem. Our model,
one of the Top-2 solutions, was built on GNNs [25]
and GCL [21], incorporating interspecies differences in
metabolic stability into the learning process. It achieved
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state-of-the-art performance and serves as the founda-
tion for the model MetaboGNN detailed in this article.

Learning property differences between molecules,
rather than absolute values, has shown promise in under-
standing structural features affecting various molecular
properties [13, 26]. This difference-learning approach is
particularly effective with limited datasets, as it can bet-
ter capture structural patterns from fewer examples [13].
Building on this concept, our approach employed GNNs
to represent molecular structures as graphs and captured
intricate structural relationships essential for metabolic
stability. To further enhance model performance, we
adopted GCL as a pretraining strategy, which substan-
tially improves predictive accuracy and generalizability.
Finally, we integrated interspecies differences in liver
microsomal metabolic stability as a multi-task learning
component. This innovative strategy not only boosts pre-
dictive accuracy but also provides valuable mechanistic
insights into species-specific metabolic variations, a criti-
cal aspect of preclinical drug development.

By combining advanced pretraining techniques with
multi-task learning, particularly focusing on interspe-
cies metabolic differences, MetaboGNN effectively cap-
tures the impact of enzymatic variations on metabolic
rates. This integration enables the model to identify how
structural properties influence drug metabolism, offering
a deeper understanding of compound-specific behaviors.
These advancements position MetaboGNN as a robust,
interpretable, and practical tool for accelerating drug dis-
covery and optimizing development pipelines.

Results and discussion

Exploratory data analysis of liver microsomal stability data
We used a liver microsomal stability dataset from the
2023 South Korea Data Challenge for Drug Discovery,
comprising 3,981 compounds with human and mouse
liver microsomal stability (HLM and MLM) data meas-
ured by LC-MS/MS. For the challenge, the dataset was
split into training (3,498 compounds) and test (483 com-
pounds) sets. Before the model training, exploratory
data analysis was conducted to explore the distribution
of the chemical structures, their key physicochemical
properties, and also the microsomal stability values. As
shown in Fig. 1, kernel density estimation (KDE) plots
were utilized to explore the distributions of the data,
and the molecular structures represented using Morgan
fingerprints were then visualized as a chemical space
through principal component analysis (PCA). From
these analyses, we confirmed that the molecular struc-
tures were evenly distributed between the training and
test sets (Fig. 1a, b). In the case of stability data, the KDE
plot revealed that MLM values were slightly skewed
toward lower values compared to HLM (Fig. 1c, top). To
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investigate the metabolic differences between HLM and
MLM for each compound, we defined HLM-MLM as the
difference between the human and mouse liver microso-
mal stability values (HLM-MLM, in % remaining). The
distribution of HLM—-MLM values was then visualized to
quantify the interspecies differences in metabolic stabil-
ity (Fig. 1c, bottom). The HLM-MLM values exhibited a
wide distribution, which can be explained by metabolic
differences arising from variations in enzyme expres-
sion levels and isoform composition between humans
and mice [27, 28]. Such differences can cause substan-
tial variability in the metabolism of identical compounds
between HLM and MLM.

Pearson correlation coefficients were calculated to eval-
uate the relationships among features, as well as between
HLM, MLM, and HLM-MLM (Fig. 1d). The correla-
tion coefficient between HLM and MLM was 0.71, indi-
cating a strong positive correlation. This result suggests
that liver microsomal stability is significantly influenced
by shared enzymatic pathways in humans and mice [27].
Among the features, LogD and AlogP exhibited the high-
est correlations, indicating their importance in deter-
mining microsomal stability. Note that liver microsomal
stability can be influenced not only by metabolic enzymes
but also by microsomal membrane permeability [29]. In
contrast, the metabolic stability difference between spe-
cies, represented by HLM-MLM, showed negligible cor-
relations with LogD (— 0.01) and AlogP (- 0.03). This
indicates that the interspecies differences in metabolic
stability are not significantly influenced by membrane
permeability properties such as LogD and AlogP. Instead,
these differences appear to rise from enzymatic varia-
tions, rather than physicochemical properties, reflecting
the complexity of metabolic differences between human
and mouse liver microsomes.

Ablation study on architecture and pretraining

for metabolic stability prediction

This section presents a comprehensive compari-
son of predictive performance between the proposed
MetaboGNN model and other baseline models, includ-
ing both graph-based architectures [30-33] and pre-
trained chemical language models (CLMs) [34-36], for
liver microsomal stability prediction. All performance
metrics reported here are based on the test set. Without
pretraining, MetaboGNN (Scratch; Table 1) achieved
RMSEs of 30.94 (95% CI 30.52-31.35) for the human
dataset and 29.48 (95% CI 29.29-29.67) for the mouse
dataset. These RMSE values reflect the prediction error
in the same unit as the target, namely the percentage
of parent compound remaining after a 30-min incuba-
tion. As shown in Table 1, it outperformed all compared
graph-based models on the human dataset, although
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Fig. 1 Exploratory data analysis of liver microsomal stability dataset. a Distribution of molecular properties. Kernel density estimation (KDE) plots
depict the distributions of key molecular properties, including LogD, AlogP, molecular weight, molecular polar surface area (MPSA), the number

of rotatable bonds, the number of hydrogen bond donors, and the number of hydrogen bond acceptors across the datasets (green and orange

for training and test sets, respectively). b Principal component analysis (PCA) of molecular features. PCA scatter plots show the balanced distribution
of molecular features in the training and test sets. ¢ Distribution of liver microsomal stability and interspecies differences. KDE plots display
consistent distributions of the human liver microsomal stability (HLM, %) and the mouse liver microsomal stability (MLM, %) between the training
and test sets. The KDE plot of HLM-MLM highlights interspecies variability in metabolic stability, likely influenced by enzymatic differences

between humans and mice. d Correlation between molecular features and metabolic stability values. The Pearson correlation matrix shows strong
correlations between HLM and MLM while highlighting weak correlations between HLM-MLM and properties such as LogD and MPSA

GIN slightly outperformed it on the mouse dataset. This
may be due to MetaboGNN’s molecular representation,
which encodes atoms, bonds, and ring structures to
model intramolecular interactions relevant to metabolic
stability [37].

To evaluate the relative effectiveness of GCL versus
pretrained CLMs in predictive performance, we com-
pared their outcomes in Table 1. MetaboGNN with
GCL achieved the lowest RMSE for both human and
mouse data, with RMSE values of 30.14 (95% CI 29.89—
30.39) and 28.72 (95% CI 28.55-28.88), respectively,
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Table 1 RMSE comparison of MetaboGNN with GCL against
pretrained Language Model

Human Mouse
MetaboGNN (Scratch) 30.94 (30.52-31.35) 29.48 (29.29-29.67)
MetaboGNN (GCL) 4(29.89-30.39) 28.72 (28.55-28.88)
GIN [30] 31.90 (30.46-33.25) 29.44 (28.12-30.76)
GCN [31] 31.85(30.71-33.12) 29.71 (28.33-30.89)
GAT [32] 32.27 (30.97-33.99) 29.74 (28.39-31.00)
MPNN [33] 33.09 (31.55-34.80) 31.20(30.11-32.48)
ChemBERTa [34] 30.99 (29.35-32.60) 29.81(28.24-30.91)
MolFormer [35] 4(29.47-32.52) 30.56 (29.16-31.87)

MolT5 [36] 32.68(3089734.26) 32.84(31.41-34.19)

The numbers in parentheses represent the 95% confidence interval

representing the best overall performance among all
models evaluated. Notably, even without pretraining,
MetaboGNN outperformed all CLMs on both datasets,
highlighting the effectiveness of graph-based represen-
tations for liver microsomal stability prediction. These
findings suggest that pretraining based on graph struc-
tural information via GCL can be more effective than
large-scale pretrained CLMs in predicting liver microso-
mal stability.

Overall, the findings highlight a consistent performance
advantage of graph-based models over CLMs in predict-
ing metabolic stability. This gap likely stems from differ-
ences in input representation: CLMs process SMILES
strings at the token level [39], which can capture implicit
structural patterns but lack the explicit encoding of local
chemical environments critical for metabolic transforma-
tions. In contrast, graph-based models like MetaboGNN
directly model atomic connectivity and substructures.
This capability is particularly important for metabolic
stability prediction because metabolic transformations
such as oxidation and demethylation inherently involve
forming and breaking chemical bonds at specific molec-
ular sites. GNNs are invariant to SMILES permutations
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and emphasize chemically meaningful neighborhoods,
whereas CLMs rely on tokenization and sequential order.
In addition, the performance gain from GCL-based pre-
training suggests that the model has learned generaliz-
able representations over a broad chemical space. While
the improvement in RMSE is relatively modest, it sug-
gests that this pretraining process enhances generaliza-
tion and robustness.

Incorporating interspecies differences to enhance
prediction accuracy

Instead of training separate models for human and
mouse metabolic stability, we applied learning interspe-
cies differences by integrating an auxiliary prediction task
that estimates the difference between the two species
into the training of all models. This approach significantly
improved prediction accuracy. As shown in Table 2, the
performance gains were consistent across different deep
learning architectures, including both graph-based and
language-based models. In particular, incorporating
interspecies differences to the MetaboGNN (GCL) model
reduced the RMSE from 30.14 to 27.91 for the human
dataset and from 28.72 to 27.86 for the mouse dataset,
achieving the best overall performance.

To further investigate the impact of learning interspe-
cies differences, the dataset was divided into two groups
based on the absolute values of interspecies differences,
ie, |HLM—MLM]|. Within each group, a paired t-test
was conducted to assess the performance improvement
after incorporating interspecies difference learning, and
a two-sided t-test was performed to compare the mag-
nitude of improvement between the two groups. In the
group with larger |[HLM —MLM]| (range: 16.12-99.89),
the model’s performance improvement was particularly
pronounced (Fig. 2a, p<0.001), whereas the improve-
ment in the group with smaller |[HLM —MLM]| (range:
0.00-16.12) was not statistically significant (p>0.05).

Table 2 Impact of interspecies difference task on RMSE across models

Human Mouse

MetaboGNN (Scratch) + Interspecies Difference Task
MetaboGNN (GCL) + Interspecies Difference Task
GIN [30] + Interspecies Difference Task

GCN [31]+ Interspecies Difference Task

GAT [32] + Interspecies Difference Task

MPNN [33] + Interspecies Difference Task
ChemBERTa [34] + Interspecies Difference Task
MolFormer [35] + Interspecies Difference Task
MolT5 [36] + Interspecies Difference Task

28.82(27.44-3041)
2791 (27.76-28.06)
2946 (28.00-31.12)
30.25 (28.96-31.46)
29.99 (28.71-31.48)
30.72 (29.35-32.03)
29.11(27.75-31.13)
29.94 (27.95-3141)
30.64 (29.27-32.06)

28.17(26.46-29.58)
27.86 (27.69-28.03
28.66 (27.28-30.60
29.55(28.01-31.13
29.37 (27.85-30.73
30.75 (29.05-32.62
29.13 (27.70-30.72
29.81(28.33-31.19
31.70(30.22-33.71

The numbers in parentheses represent the 95% confidence interval
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Fig. 2 Performance comparison between baseline models and the models incorporating interspecies differences across key features. Comparison
between the high and low values of (@) |[HLM-MLM], (b) molecular weight (MW), (c) molecular polar surface area (MPSA), (d) the number

of rotatable bonds, (e) the number of hydrogen bond donors, and (f) the number of hydrogen bond acceptors. For features (a—f), high-low

group differences were evaluated using Welch's two-sided t-test, while within-group differences were assessed using a paired t-test. For features

(g) LogD and (h) AlogP, pairwise comparisons between low, medium, and high bins were conducted using Welch’s t-test with Holm correction,

and within-group differences were assessed using a paired t-test. Incorporating interspecies differences markedly reduced prediction error,
particularly for compounds with large [HLM —MLM| values, low MW, and low MPSA. For rotatable bonds, hydrogen bond donors, and acceptors,

no notable differences emerged between groups, though both improved. For LogD and AlogP, performance improvements were evident in the low
and medium groups, with no clear difference between them

Furthermore, the performance improvement in the larger
|[HLM — MLM| group was significantly greater than that
in the smaller |[HLM —MLM]| group (p<0.001). These

results suggest that the improved predictive performance
is driven by its ability to learn interspecies metabolic
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differences for compounds with significant HLM and
MLM variations, rather than for those with similar
values.

Subsequently, we analyzed features closely related
to membrane permeability, including LogD, AlogP,
molecular weight (MW), and molecular polar sur-
face area (MPSA) [41]. MW and MPSA were divided at
their median values to compare prediction performance
between low- and high-value groups. The same statisti-
cal procedure was applied, with paired t-tests conducted
within each group and two-sided t-tests used to compare
improvements between groups. Compounds with lower
MW and MPSA values showed significantly greater per-
formance improvements than those in the higher groups
(Fig. 2b, ¢, p<0.05 and p<0.01, respectively), with the
lower groups themselves exhibiting significant improve-
ments (p<0.001). For the number of rotatable bonds,
hydrogen bond donors, and hydrogen bond acceptors,
the improvements were not statistically different between
the low- and high-number groups (Fig. 2d-f, p>0.05),
although both groups showed significant gains in perfor-
mance regardless of group classification. LogD and AlogP
were grouped using quantile-based binning into three
categories: Low (bottom 25%), Medium (middle 50%),
and High (top 25%). Compounds with medium values
often achieve a favorable balance between permeability
and solubility, so the medium group was also included
in the analysis. This setup enabled more nuanced per-
formance evaluation while maintaining sufficient sam-
ple sizes across groups. For LogD (Fig. 2g) and AlogP
(Fig. 2h), pairwise comparisons between low, medium,
and high bins were conducted using Welch’s t-test with
Holm correction, and within-group differences were
assessed using a paired t-test. For LogD and AlogP, per-
formance improvements were most pronounced in
the low and medium groups (p<0.001). Pairwise com-
parisons revealed that the improvements in the low and
medium groups were significantly greater than those
in the high group (p<0.001 and p<0.01, respectively).
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However, no significant difference in performance gains
was observed between the low and medium groups
(p>0.05).

Taken together, compounds with larger [HLM — MLM]|
differences exhibited greater improvements in predic-
tive performance, and the effect was more pronounced
in groups with favorable drug-like properties, such as
better permeability and solubility. Based on these find-
ings, we speculated that learning interspecies differences
improves performance by accounting for metabolic sta-
bility changes after compounds cross the microsome
membrane, capturing differences in enzymatic land-
scapes between species. Such differences are well-docu-
mented; for example, in humans, a small set of CYP genes
is responsible for most drug metabolism, whereas mice
possess a much larger repertoire, leading to substantial
disparities in substrate specificity, metabolic rates, and
metabolite profiles [42].

Performance comparison

To evaluate our model’s classification performance, we
compared its results against two established models,
PredMS [43] and MS-BACL [20]. PredMS is a random
forest model designed for predicting metabolic stabil-
ity [43], while MS-BACL [20], similar to our approach,
enhances molecular structure interaction modeling
and employs GCL, contributing to improved stability
prediction in human datasets. As these models [20, 43]
produce binary predictions (stable or unstable), we con-
verted our continuous HLM output into binary classes
using a threshold of 50% of parent compound remain-
ing after 30 min. The Receiver Operating Characteris-
tic (ROC) and Precision-Recall curves showed that our
model performed on par with or better than the exist-
ing approaches across almost all classification metrics
(Table 3) with the corresponding AUROC and AUPRC
curves illustrated in Fig. 3. Notably, our model achieved
a Matthews correlation coefficient (MCC) of 0.4781,
which is significantly higher than MS-BACL (0.4155)

Table 3 Performance comparison for binary classification of metabolic stability

MetaboGNN

MS-BACL [20]

PredMS [43]

AUROC
AUPRC
Accuracy
Precision
Recall
F1-score

Matthews correlation coefficient
(MCQ)

0.8137(0.7813-0.8476)
0.8536 (0.8162-0.8894)
0.7474 (0.7101-0.7888)
0.7943 (0.7482-0.8419)
0.7778 (0.7308-0.8241)
0.7860 (0.7500-0.8237)

( )

04781 (0.4002-0.5593

0.7892 (0.7561-0.8207)
0.8434 (0.8071-0.8769)
0.7164 (0.6770-0.7557)
0.7706 (0.7218-0.8172)
0.7465 (0.6976-0.7959)
0.7584 (0.7203-0.7968)
04155 (0.3353-0.4957)

0.7425 (0.7049-0.7775)
0.8094 (0.7672-0.8487)
0.6915 (0.6460-0.7288)
0.7112 (0.6616-0.7578)
0.8125 (0.7621-0.8566)
0.7585 (0.7174-0.7931)
0.3425 (0.2543-0.4218)

The numbers in parentheses represent the 95% confidence interval
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Fig. 3 Performance comparison of MetaboGNN with existing methods. a The Receiver Operating Characteristic (ROC) curve analysis. ROC curves
show that MetaboGNN outperforms previous methods in distinguishing true positives from false positives as evidenced by its higher AUROC
(>0.8). b Precision-Recall (PR) curve analysis. PR curves demonstrate that MetaboGNN effectively balances precision and recall, showing enhanced
or comparable performance (AUPRC > 0.85) in detecting true positives while minimizing false positives in a binary classification context

and PredMS (0.3425). Since MCC considers both posi-
tive and negative outcomes proportionally, it provides a
more balanced measure of performance, making it par-
ticularly suitable for evaluating the reliability of binary
classification models even in imbalanced datasets [44].
This indicates the robustness of our model for predicting
metabolic stability even in the presence of data imbal-
ances and suggests its practical applications in drug dis-
covery. The performance advantage of MetaboGNN over
MS-BACL arises from several key differences. While
MS-BACL introduces GCL jointly with human stabil-
ity prediction, MetaboGNN is pretrained on a broader
chemical space, enabling more generalizable molecular
representations. Unlike prior studies that embed contras-
tive loss into classification-focused objectives [19, 20],
our model combines HLM and MLM losses and explic-
itly incorporates inter-species differences as a prediction
target. This design leverages real inter-species differences
instead of relying solely on augmented structural views,
providing more informative and biologically grounded
supervision. As a result, our model integrates richer

(See figure on next page.)

task-specific information into training, leading to more
accurate predictions of metabolic stability.

Visual analysis of bond importance for metabolic stability
To understand the features that the GNN model con-
siders critical for predicting the metabolic stability of
molecules, we extracted edge importance scores using
EdgeSHAPer [45] and analyzed their contributions using
effect size (Cohen’s d) [46] for each bond in the test set
(Fig. 4). The edge importance was visualized as edge
shapes in the molecular graphs, allowing us to evalu-
ate their impact on the predicted metabolic stability. In
Fig. 4a, red-highlighted bonds represent regions contrib-
uting to lower metabolic stability, whereas blue-high-
lighted bonds indicate regions associated with higher
stability. This visualization effectively identifies stabiliz-
ing and destabilizing regions within individual molecules,
providing actionable insights for structural optimiza-
tion despite the complex nature of liver microsomal
metabolism.

For example, in Test 213, the methoxy phenyl group
highlighted in red was identified as a destabilizing

Fig.4 Analysis of molecular substructures influencing metabolic stability. a Exemplary molecules marked with the key substructures affecting
metabolic stability. Highlighted bonds in the test molecules indicate their impact on metabolic stability. Blue bonds represent stabilizing features,
and red bonds indicate destabilizing features, as identified by the model’s Attention module. Key examples include O-demethylation and benzylic
carbon oxidation. b Statistical analysis of highly contributing substructures on metabolic stability. The top 10 destabilizing (red) and stabilizing
(blue) substructures are displayed based on their contributions to metabolic stability. Destabilizing features commonly include aromatic carbons
and ether groups, while stabilizing features often involve amines, weakly basic heterocycles, and amides.
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feature, which aligns with the well-known O-demethyl-
ation reactions observed in drugs like Venlafaxine and
Diltiazem [47, 48]. Similarly, in Test 17, the bond involv-
ing the benzylic carbon, also highlighted in red, cor-
responds to structures commonly oxidized by CYP450
enzymes [49]. On the other hand, in Test 208, the bonds
between two fluorine substituents and aromatic carbons
in the phenyl group were highlighted in blue, indicating
a stabilizing effect. This observation aligns with a widely
used strategy of incorporating fluorine substituents to
improve metabolic stability through inductive/resonance
effects, as well as conformational or electrostatic effects
[50]. While these examples align with known meta-
bolic processes, not all highlighted regions can be solely
explained by the chemical stability of specific functional
groups. Moreover, liver microsomal stability is influenced
by multiple factors, including membrane permeability
and enzymatic affinity, the highlighted regions may also
reflect molecular features related to these factors.

Using effect size (Cohen’s d) [46], we statistically identi-
fied substructures that contribute to either destabilizing
or stabilizing liver microsomal stability (Fig. 4b). Among
the top 10 destabilizing substructures, common motifs
include aromatic carbon connected to ether functional
groups, benzylic carbons, and carbon—carbon connec-
tions within aromatic rings. These structures are known
to be susceptible to CYP450-mediated oxidation [48, 49,
51], as exemplified by Test 213 and Test 17. Conversely,
the top 10 stabilizing substructures include amines,
amides, nitrogen-containing hetero-rings, and sulfona-
mides. Although amines and amides are often subject to
metabolic processes such as N-dealkylation and hydroly-
sis, respectively [52, 53], they were identified as stabiliz-
ing substructures in this analysis. These groups might be
involved in reducing membrane permeability, thereby
decreasing subsequent enzymatic metabolism. In sum-
mary, our graph attention analysis reflects known rela-
tionships between liver microsomal metabolism and
molecular structures. Taken together, these findings illus-
trate how our GNN model and graph attention analysis
can serve as powerful tools for metabolic screening and
also guide effective lead optimization in drug discovery.

Methods

Dataset preprocessing

The liver microsomal stability dataset in this study was
provided by the 2023 South Korea Data Challenge for
Drug Discovery. The complete dataset contained 3,981
compounds, each represented by unique identifiers,
SMILES notations describing molecular structures, and
physicochemical properties such as LogD at pH 7.4. It
also included experimentally measured liver microso-
mal stability in both human (HLM) and mouse (MLM)
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liver microsomes. These values represent the percentage
of the parent compound remaining after a 30-min incu-
bation with liver microsomes, quantified using LC-MS/
MS. The dataset was split by the challenge organizers into
training (3,498 compounds) and test (483 compounds)
sets to ensure structural diversity and representative dis-
tributions. This was achieved using a two-step process:
first, compounds were grouped by clustering based on
their molecular structures; second, stratified splitting was
performed within each cluster, balancing the training and
test sets while preserving the structural variation. During
our study, we further processed the dataset by convert-
ing SMILES notations into graph representations, where
nodes (atoms) and edges (bonds) were characterized by
their respective features.

Model architecture and training

Using a Graph Neural Network (GNN) architecture, we
represent molecules as graphs where atoms are nodes,
bonds are edges [54], and ring structures are explicitly
included to capture critical structural features [37]. Each
atom is featurized by its type, hybridization state, aroma-
ticity, and formal charge, while bonds are described by
their types (single, double, triple, or aromatic) and con-
jugation states (Fig. 5a). Ring structures, such as aromatic
or heterocyclic rings, are incorporated to enhance the
model’s ability to capture interactions essential to meta-
bolic stability, including those with cytochrome P450
enzymes. The GNN’s message-passing mechanism ena-
bles nodes to iteratively aggregate information from their
neighbors and edges. This iterative process refines node
embeddings to encode local chemical environments and
bonding patterns. A global pooling then assembles these
refined embeddings into a comprehensive graph-level
representation, which is subsequently utilized to predict
metabolic stability.

The training process consists of two stages. In the first
stage, Graph Contrastive Learning (GCL) was applied
as a pretraining method (Fig. 5b) using a large-scale
unlabeled molecular dataset containing over 2.58 mil-
lion molecules. Previous studies, such as MS-BACL
[20] and CMMS-GCL [19], have shown that GCL can
improve metabolic stability prediction when incorpo-
rated into joint training, even without being used as a
separate pretraining step. These findings further moti-
vated its adoption in our framework. Our pretraining
dataset comprised approximately 2,000,000 drug-like
compounds from ZINC [55] and various subsets from
MoleculeNet [56], including BACE (1,513), ESOL (1,128),
FreeSolv (642), HIV (41,127), Lipophilicity (4,200), MUV
(93,087), PCBA (437,929), SIDER (1,427), and Tox21
(7,831 compounds). Graph augmentation techniques,
including node masking and edge dropping, have been
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proposed to introduce controlled variations in molecular
graphs. However, these strategies, while commonly used
in GCL, can potentially compromise chemical validity
by perturbing atomic or bonding structures [21, 57]. To
mitigate this issue, recent studies [20, 58] have empha-
sized the use of knowledge-guided and chemically valid
augmentations. In line with this, we employed an attrib-
ute masking strategy [59] that occludes a subset of node
and edge features, such as partial charge, aromaticity, or
hybridization state, while preserving the structural topol-
ogy of the molecular graph. This approach maintains the
underlying chemical semantics during pretraining. This
self-supervised learning approach aimed to improve
molecular representations under limited data conditions,
thereby enhancing downstream predictive accuracy and

generalization, and enabled the model to capture subtle
molecular features without requiring extensive labeled
data [40]. In the second stage, task-specific fine-tuning
was performed to predict liver microsomal stability for
both human (HLM) and mouse (MLM) systems. A multi-
task learning framework was employed to incorporate
interspecies differences as a dedicated task, allowing the
model to learn both HLM-MLM differences and indi-
vidual metabolic stability values simultaneously (Fig. 5c).
To optimize the training process, we utilized the AdamW
[60] optimizer for parameter updates, the CosineAnneal-
ingWarmRestarts scheduler for dynamic learning rate
adjustment, and the Exponential Moving Average (EMA)
[61] technique to ensure stable convergence. Together,
these techniques significantly improved the model’s
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predictive accuracy and stability, making it highly effec-
tive for metabolic stability prediction.

Incorporation of inter-species differences as a learning
feature

This study adopts learning inter-species differences as a
core methodology to enhance prediction accuracy. We
focused on both the liver microsomal stability of each
species and the inter-species differences between humans
and mice (HLM-MLM), framing this as a dedicated
learning task. The GNN generates 128-dimensional rep-
resentation vectors from molecular structures, which are
then used by separate fully connected layers to predict
MLM values and inter-species differences. Metabolic sta-
bility varies significantly across species due to differences
in liver CYP isoforms and hepatic enzyme expression
[27]. We assumed that understanding these species-
specific variations can be critical in predicting metabolic
stability profiles. By integrating the interspecies differ-
ence values as a new learning prediction task, the model
can predict metabolic stability as well as species-specific
metabolism, resulting in a synergistic improvement in
the performance of both tasks.

The model is trained to predict metabolic stability in
MLM and inter-species differences (HLM-MLM), and
the refined HLM is derived using the following adjust-
ment process:

Inter — species Difference(predicted) = (HLM — MLM)
2)
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capture both atomic and molecular bond relationships.
For a fair comparison, we trained these models on our
dataset using their publicly available code and evalu-
ated them on our test set. We adapted the outputs of our
regression model to binary classification, aligning with
the binary classification approach of PredMS and MS-
BACL, which categorize states as stable or unstable. For
converting the predicted HLM values into binary classes,
a threshold of 50% was used (values>50% as stable
and <50% as unstable), consistent with previous studies.
Figure 6 illustrates the class distribution for HLM and
MLM datasets based on this 50% threshold. While the
HLM dataset exhibited a relatively balanced distribution,
the MLM dataset showed a higher proportion of unsta-
ble compounds. This tendency may reflect known inter-
species differences in drug metabolism, as mice possess
more CYP genes than humans, leading to differences
in substrate specificity, metabolic rates, and metabolite
profiles [42]. To compare performance across models,
we used a set of standard evaluation metrics, including
AUROC, accuracy, precision, recall, F1 score, and MCC.

Evaluation and statistical analysis

The model’s performance was evaluated using RMSE to
assess the accuracy of metabolic stability predictions.
The final score was computed as the weighted average of
the RMSE values for HLM and MLM (Eq. 1). To verify
the stability of the predictions, 30 independent training
runs were performed, and the 95% confidence intervals
were calculated based on the results. Statistical analysis

HLM(refined) = MLM(predicted) + Inter — species Difference(predicted) (3)

The training process uses two equally weighted MSE
losses: one for MLM and one for HLM, both compared
to their ground truth. The combined loss is used in
backpropagation to update model parameters, enabling
the GNN to learn MLM metabolism and inter-species
metabolic differences. This approach hypothesized that
molecular features and metabolic associations can be
more effectively captured by focusing on inter-spe-
cies variations rather than predicting HLM and MLM
independently.

Performance comparison with available methods

To evaluate our model’s effectiveness, we compared its
performance with that of two prominent studies on met-
abolic stability prediction: PredMS [43] and MS-BACL
[20]. PredMS employs a Random Forest approach for
binary classification of compounds as stable or unstable
in human liver microsomes, while MS-BACL utilizes a
GNN architecture enhanced with bond graph augmen-
tation and contrastive learning strategies designed to

was performed using the SciPy library in Python [62]. A
Welch’s t-test was used to compare two groups divided
based on high and low values across key features. The
effect sizes for molecular substructures were quantified
using Cohen’s d, which measures the standardized dif-
ference between the means of two groups [46]. To ensure
reproducibility, all source code and model weights are
publicly available on the GitHub repository listed in the
Availability of Data and Materials section.

Hyperparameter selection

For all models, the dataset was split into 80% training and
20% validation sets using a fixed random seed to ensure
reproducibility, with the same validation set applied
across models for consistent and fair comparison. The
final evaluation was performed on the hold-out test set.
For MetaboGNN and other graph-based models, hyper-
parameters were tuned based on validation RMSE using
grid search [63], and the configuration minimizing the
average RMSE across three runs was selected. The final
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Fig. 6 Stability class distributions for HLM and MLM datasets (= 50%: Stable; < 50%: Unstable). a HLM stability distribution across the full, train,
and test sets. The proportion of stable compounds was 55.8% in the full set, 55.3% in the train set, and 59.6% in the test set. b MLM stability
distribution. Stable compounds accounted for 37.2% in the full set, 36.9% in the train set, and 39.3% in the test set

GNN model consisted of two message-passing layers
with a hidden dimension size of 128. The learning rate
was set to 5e-4 using the AdamW optimizer. Dropout was
not applied to the GNN layers themselves but was set to
0.1 in the fully connected layers used for metabolic sta-
bility prediction. For comparison, CLMs were also fine-
tuned using grid-searched hyperparameters. Specifically,
the learning rates were set to 2e-5 for ChemBERTa, le-5
for MolT5, and 5e-6 for MolFormer. All models were
trained for up to 50 epochs, with the checkpoint achiev-
ing the best performance on the validation split used
for final evaluation. The respective batch sizes were 128
for GNNs and 16 for CLMs. For both GNNs and CLMs,
identical search ranges were applied for key hyperparam-
eters (e.g., learning rate, dropout rate, batch size), and all
baseline models and our proposed variants were tuned
independently on the validation split. The best-perform-
ing configuration per model was then selected for final
test evaluation.

Conclusions

In this study, we developed MetaboGNN, a novel pre-
dictive framework for liver metabolic stability based on
GNNs and GCL. Our findings demonstrate that GNN-
based models can effectively capture both structural fea-
tures and their relationship with metabolic stability, while

GCL enhances representation learning from unlabeled
data and improves the model’s generalizability. In par-
ticular, by explicitly incorporating interspecies differences
between human and mouse liver microsomes into model
training, MetaboGNN showed significant performance
improvements, especially for compounds with larger
metabolic discrepancies between species. Based on the
attention mechanism within GNNs, we also highlighted
functional groups and substructures that strongly influ-
ence metabolic stability. Our model’s ability to account
for both molecular structure and interspecies metabolic
differences represents a major advancement in predict-
ing metabolic stability. However, while some attention
patterns matched known structure—metabolism relation-
ships, others were harder to interpret. This may be due
to the multifactorial nature of metabolic stability, which
depends on factors such as enzyme interactions, micro-
somal permeability, and the specific site of metabolism
(SoM). Comparing MetaboGNN’s attention maps with
those derived from SoM or permeability prediction mod-
els could provide clearer insights into these ambiguous
patterns. Another complementary approach is to reduce
interpretability noise by applying graph pooling tech-
niques (e.g., motif-based or hierarchical) to cluster related
atoms and bonds into functional group-level representa-
tions before prediction and attribution analysis. This can
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consolidate correlated features into coherent substruc-
tures, highlighting fragments most relevant to metabolic
stability, albeit with reduced atom- or bond-level detail.

A key limitation of the current approach is the lack of
explicit enzyme-level information, such as isoform spec-
ificity, activity profiles, or structural characteristics, due
to the absence of comprehensive datasets linking these
properties to molecular structures and metabolic out-
comes. A more comprehensive dataset that integrates
SoM, permeability, and enzyme-level information along-
side metabolic stability would enable the development
of a unified multi-task model with enhanced predictive
performance and interpretability. Although this limi-
tation stems from current constraints in publicly avail-
able data, MetaboGNN may nonetheless serve as a useful
foundation for developing Al-driven predictive mod-
els of metabolic stability. By integrating advanced deep
learning techniques and interspecies metabolic insights,
MetaboGNN can support the prediction of pharmacoki-
netic properties in lead optimization, offering potential
applications in drug discovery and development.
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