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ABSTRACT

In this paper, we reconceptualize visual tracking as a multivariate time-series forecasting (MTSF) problem. Specifically, the goal
of visual tracking—predicting the target’s state over time, including its (x,y) center coordinates and scale—can be naturally
framed as forecasting future states from a sequence of past observations. Viewed through this lens, visual tracking aligns with
the challenges of MTSF, where the objective is to capture complex temporal dependencies among multiple variables. However,
applying MTSF to visual tracking introduces new difficulties due to the inherently intricate nature of object motion, which often
involves abrupt and nonlinear variations in direction, velocity, and behavioral patterns. To address these complexities, we propose a
principled approach that models the dynamic nature of target motion using a regime-switching framework. This method employs
an underlying Markov jump process (MJP) to govern transitions between multiple latent motion patterns, each characterized by its
own stochastic differential equation (SDE). By doing so, our model adapts to diverse temporal dynamics in a data-driven manner,
enabling robust and precise prediction of future target states. Experimental results demonstrate that our method outperforms state-
of-the-art visual tracking approaches, particularly in scenarios where target objects exhibit diverse and dynamic motion patterns
over time.

in visual tracking. Within this context, we propose that visual
tracking can be effectively addressed using mathematical tools
developed for time-series data forecasting.

1 | Introduction

Visual tracking is a core technique widely used to predict the
trajectories of target objects and serves as a foundation for

various computer vision applications, including medical imag- Multivariate time series forecasting (MTSF) has gained increasing

ing, autonomous driving, surveillance, and robotics. Self-SDCT
[1] introduced a self-supervised learning-based visual tracker
designed within a deep correlation framework. ALT [2] proposed
an active learning approach for deep visual tracking that selects
and annotates unlabeled samples to train deep CNN models.
In many studies, visual tracking has been formulated stochastic
ally within the framework of state forecasting, where the goal
is to accurately estimate future states of a target based on its
historical state information. For example, PrDiMP [3] formulated
visual tracking as probabilistic regression, while EWLCFDP [4]
employed Markov Chain Monte Carlo to handle uncertainty

importance across a wide range of domains, including finance,
climate science, transportation, and energy. MTSF predicts future
values of multiple interrelated variables based on their past
behaviors, where multivariate refers to interacting signals (e.g.,
(x,y), and scale) and time-series forecasting involves predicting
future values over time from historical data. A critical challenge
in MTSF is effectively capturing temporal dependencies among
multiple interacting variables. To address this, models based on
convolutional neural networks (CNNs) [5] and recurrent neural
networks (RNNs) [6] have been proposed. However, these archi-
tectures often struggle with modeling long-term dependencies in
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FIGURE 1 | Pipeline of the proposed visual tracking framework (VT-
Surf). Blue: Markov jump process for switching among multiple SDEs.
Red: SDE process for time-series forecasting. Green: switching SDEs.

time series data. Recently, Transformer-based architectures [7]
have emerged as a more effective alternative, leveraging self-
attention mechanisms to better capture long-range temporal rela-
tionships.

When applied to visual tracking, MTSF becomes more challeng-
ing due to the increased complexity of target object motions,
which can exhibit significant variations in direction, speed,
and behavioral patterns. To address this challenge, we adopt a
methodology capable of handling diverse time series dynamics
by modeling switching patterns in the data [8], governed by an
underlying Markov jump process (MJP) [9]. In this framework,
distinct time series dynamics are modeled using different stochas-
tic differential equations (SDEs), with a discrete MJP governing
the switching between the appropriate SDEs. By leveraging this
approach, the proposed tracker can effectively accommodate
variations in direction, speed, and behavioral patterns, enabling
accurate time series forecasting of future target states based on
the history of past observations. The contributions of our method
are as follows:

* We propose a novel visual tracking framework formulated as
a multivariate time-series forecasting problem.

* We introduce a Markov jump process to govern transitions
among diverse latent motion patterns, each modeled by a
distinct stochastic differential equation (SDE).

Figure 1 illustrates the pipeline of the proposed visual tracking
framework.

2 | Visual Tracking via Time-Series Forecasting

In visual tracking, the target state at time ¢, denoted by X, =
{x;,¥:,5:}, represents the spatial and scale configurations of
the object being tracked, where: x,,y, denote horizontal and
vertical positions of the target, respectively, and s, is the scale
of the target. Then, the goal of visual tracking is to estimate
the current state X, as accurately as possible using all avail-
able information up to time ¢. This includes previous target
states X;.,_; = {X,,...,X;_;} and the corresponding observations
Z,.,=1{Z,,...,Z;}. This objective is typically formulated using
the joint probability of the target state sequence and the
corresponding observation sequence: p(X,.;,Z;.;) = H;l p(Z, |
X109 Zy.221) X pPX; | X1..21,Z1.-—1), Where the current state X,
typically depends only on the past target states X;.,_,, and is

conditionally independent of the past observations Z,.._,. Then,
the transition model p(X; | X;.._1,Z;.._;) can be simplified as
p(X. | X;.._;). Similarly, the current observation Z, is typically
assumed to depend only on the current target state X,, and
to be conditionally independent of the past observations Z,.._,
and past states X;.,_,. Under this assumption, the observation
model p(Z, | X;.;,Z,.,_,) can be simplified as p(Z, | X,). Con-
sequently, the joint probability p(X,.,,Z,.;) can be rewritten as
PX1:1Zy) = [1._, P(Z | X)X p(X, | Xy:co1), where the terms
p(Z,|X;) and p(X,|X;.,_;) denote the likelihood and the
state transition probability at time 7, respectively. The likelihood
represents the similarity between the observed feature Z, (X,)
(i.e., the feature extracted from the region specified by X;) and the
reference feature Z,,, typically measured using a distance metric

D:p <Zt ‘X t) = ¢ P(Z(&0Zrr) where we adopt deep features used

in [10] as the observed features and the correlation used in [11] as
the distance metric.

3 | Continuous-Time State Transition Model

In particular, unlike conventional visual tracking methods, we
design the state transition probability p(X, | X;.,_;) using math-
ematical tools from MTSF. To this end, we introduce a diffusion
process [12] formulated via a SDE for X(¢), which models the
future state X, conditioned on the past states X;.,_;, that is,

p(Xr |X1:r—1):
dX(t) = uX(),t)dt + o(X(¢t),t)dW(t), where: €8]

s u(X(t),t) is the drift term, representing the deterministic
trend or average rate of change of the process.

* o(X(t),t) is the diffusion term, controlling the magnitude of
random fluctuations.

* W(t) is a Wiener process, a continuous-time stochastic pro-
cess with independent, normally distributed increments and
w(0)=0.

4 | Markov Jump Switching Process

When applied to visual tracking, MTSF becomes more challeng-
ing due to the increased complexity of target object motions,
which may exhibit substantial variations in direction, speed,
and behavioral patterns. To address this challenge, we adopt a
methodology that accommodates diverse time-series dynamics
by modeling switching patterns in the data [8], governed by
an underlying MJP. Specifically, the MJP is implemented as
a continuous-time switching process {C(t)},»,, which selects
among multiple SDEs to accurately capture MTSF variations in
direction, speed, and behavioral patterns. We model C(t) as a
time-continuous Markov process, specifying its transition rate
function, and exit rates:

* The transition rate function g;;(t) governs the switching
of SDEs from the i-th SDE to the j-th SDE: g;;(¢) :=

lims_, 5~ p (C(t + &)= ) C(t) = i). When i = SDE, and
J = SDE;, the transition rate function facilitates the change
from SDE; to SDE; because the latter provides a better
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representation of future variations in direction, speed, and
behavioral patterns.

* The exit rate is defined as g;(t) := -
denotes the set of all indices of the SDEs.

jer\i q;i(t), where T

5 | Switching Multiple State Transition Models

Incorporating the aforementioned continuous-time switching
process C(t) into a diffusion process dX(¢) in (2) yields a switching
SDE:

dX(t) = u(C(t),X(t),t)dt + a(C(t),X(t),t) dW(t), where: (2)

* (C(t) is realized as a discrete value c, referred to as the mode,
and can be simulated using the Doob-Gillespie algorithm [13].

* u(C(t),X(t),t) is implemented via a mode (c)-dependent
linear time (t)-invariant stochastic system [8], that is,
u(C(@),X(),t) = u(c,x), where the realization of X(¢),
denoted by x, is referred to as the state. In particular,
u(c, x) can be parameterized using the affine drift function
specific to each mode ¢, that is, u(c,x)= A(c)x + b(c),
where A(c) € R™" is the state transition matrix for mode
¢, b(c) € R" is the constant drift vector for mode ¢, and n
denotes the dimension od the state.

* g(C(t),X(t),t) is assumed to be a time (t)-homogeneous and
state (x)-independent dispersion, that is, o (C(t),X(t),t) =
o (c), whereo (¢) € R™™ and m denotes the dimension of the
Wiener process W(¢).

Depending on the motion dynamics, the MJP utilizes three to
five Markov modes, exhibiting transition rates in the range of
0.12-0.33 across datasets (Average LaSOT: 4.32 (0.27), UAV123:
4.14 (0.29), OTB100: 3.02 (0.12), NFS: 5.12 (0.31), and VOT2020:
5.32 (0.33)). For training, A(c) and b(c) describe the determin-
istic trend of the target’s motion for each mode c. They are
optimized to capture deterministic motion trends in the training
data. Concretely, they are learned by minimizing the difference
between predicted and observed state transitions based on the
maximum-likelihood estimation process. The diffusion term o(c)
is estimated from the covariance of the residuals, that is, the vari-
ability that A(c) and b(c) cannot explain. C(t) is simulated using
the Doob-Gillespie algorithm, allowing data-driven learning of
switching behavior between modes.

6 | Experiments

We compared our visual tracker called VT-Surf with several
state-of-the-art trackers. For evaluations, we used five benchmark
datasets: OTB100 [14], LaSOT [15], UAV123 [16], VOT2020 [17],
and NFS [18]. We evaluated performance using seven metrics:
precision plot, normalized precision, success plot, area under the
curve (AUC), accuracy, robustness, and expected average overlap
(EAO).

All experiments were conducted on a desktop computer equipped
with a 3.60 GHz Intel Core i7 CPU and a GeForce Titan X GPU.
Our visual tracking method was implemented in PyTorch.

TABLE 1 | Comparison on LaSOT. The best, second best, and third
best results were highlighted.

Normalized
Precision? precision? AUC?
Stark [19] 7.2 76.9 67.1
TransT [20] 69.0 73.8 64.9
STMTrack [21] 63.3 69.3 60.6
PrDiMP [3] 60.8 68.8 59.8
SAOT [22] — 70.8 61.6
CIA [23] 715 — 67.6
ToMP [24] 735 79.2 68.5
CiteTracker [25] — 78.6 69.7
DiffusionTrack [26] 76.7 79.8 70.8
One Tracker [27] 76.5 79.9 70.5
VT-Surf 73.6 79.9 69.2

6.1 | Tracking Results

Table 1 presents the visual tracking results of state-of-the-art
methods on the LaSOT dataset. Three evaluation metrics were
employed in this experiment: precision, normalized precision,
and AUC, where higher values indicate superior tracking accu-
racy. The proposed VT-Surf achieved the highest performance
in both the precision and normalized precision metrics, while
ToMP ranked second. CIA, Stark, KeepTrack, and SuperDiMP
also demonstrated competitive tracking performance. The LaSOT
dataset is characterized by long-term variations in target motion,
including changes in speed and direction, leading to substan-
tial differences between the initial and subsequent states. To
cope with these challenges, the proposed method adaptively
switches between time-series prediction models and continu-
ously estimates the target’s dynamically varying states. We further
compared our method with recent diffusion-based trackers [26]
and vision foundation-based trackers [27]. Although their track-
ing accuracy is comparable to ours, both DiffusionTrack and
OneTracker require significantly longer training times due to the
use of diffusion and large-scale foundation models.

The temporal analysis investigates the mode-switching behavior
of the MJP over time across different datasets. In the LaSOT
dataset, the temporal properties (e.g., Markov modes) vary
notably when fast-moving targets appear in drone-1, nonlinear
trajectories are observed in dog-3, or when combined object and
camera motion occurs in bus-19. The efficiency assessment, as
summarized in 4, demonstrates that VT-Surf operates in real
time (97 FPS) while maintaining competitive tracking accuracy.
We also conducted pairwise Wilcoxon signed-rank tests on per-
sequence scores (success AUC and precision) for the LaSOT
dataset. VT-Surf showed a median success-AUC improvement
of +1.2 percentage points [0.7,1.8] compared with ToMP. A
Wilcoxon signed-rank test yielded p = 0.003, and Cliff’s § = 0.18
(small-to-medium effect size). A permutation test produced p =
0.004, and the win rate was 61%.

Table 2 reports the visual tracking results in terms of success
AUC on three benchmark datasets: UAV123, OTB100, and NFS.
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TABLE 2 | Comparison on UAV123/ OTB100/ NFS in success AUC.

UAV123 [16] OTB100 [14] NFS [18]

Stark [19] 68.2 68.1 66.2
TransT [20] 69.1 69.4 65.7
STMTrack [21] 64.7 71.9 —

TrSiam [28] 70.3 67.4 65.8
PrDiMP [3] 68.0 69.6 63.5
CIA [23] 71.3 68.9 66.7
SiamRPN++ [29] 69.6 61.3 50.2
DiMP [30] 65.3 68.4 62.0
EWLCFDP [4] — 68.6 —

ToMP [24] 69.0 70.1 66.9
CRACT [31] 66.4 72.6 62.5
VT-Surf 70.5 72.6 67.1

TABLE 3 | Comparison on VOT2020 in terms of EAO score.

Accuracy T Robustness T EAO 1

Stark [19] 0.478 0.799 0.308
SuperDiMP [3, 30] 0.477 0.728 0.30
CIA [23] 0.481 0.782 0.309
DiMP [30] 0.457 0.734 0.274
UPDT [32] 0.465 0.755 0.278
DPMT [33] 0.492 0.745 0.303
TRAT [34] 0.464 0.744 0.280
ToMP [24] 0.453 0.814 0.309
VT-Surf 0.491 0.816 0.313

In this experiment, the compared methods were evaluated using
the AUC metric. VT-Surf achieved state-of-the-art performance
across all datasets. The NFS dataset, in particular, was recorded
at high frame rates and contains numerous targets undergoing
substantial state variations over time. Despite this challenge,
the proposed method maintained robust tracking performance.
This is attributed to the continuous-time state transition model,
which accurately estimates the target state based on its past
trajectory, and the Markov jump switching process, which effec-
tively accounts for large discrepancies between current and
previous motion patterns. While ToMP achieved the best indi-
vidual performance on the NFS dataset and CRACT achieved the
highest performance on the OTB100 dataset, VT-Surf consistently
delivered the best overall tracking results across all benchmarks.

Table 3 presents the quantitative results on the VOT2020 dataset.
In this experiment, several visual tracking methods were eval-
uated using three metrics: accuracy, robustness, and EAO. The
VOT2020 dataset consists of 60 challenging video sequences in
which target objects frequently lose their trajectories due to vari-
ous obstacles and complex real-world conditions. Among these
metrics, robustness is particularly important for assessing the
ability of a tracker to maintain performance under such adverse

Qualitative results of the proposed method on the

FIGURE 2
LaSOT dataset.

TABLE 4 | Computational efficiency. The computational efficiency
was evaluated in terms of frames per second (FPS).

Stark TransT ToMP SiamRPN++ DiMP Ours

FPS 66 8 6 10 127 97

TABLE 5 | Ablation study on VOT2020 with and without MJP.

Accuracy T Robustness? EAO1
SDE (time-series 0.487 0.809 0.310
forecasting)
SDE+MJP 0.491 0.816 0.313

conditions. As shown in Table 3, our tracker achieved the best
performance in most metrics and attained the highest EAO score.
DPMT, ToMP, and CIA also demonstrated competitive, state-of-
the-art results on this dataset. Figure 2 shows the qualitative
results on the LaSOT dataset. Although Bus-19, Horse-1, Person-
10, and Mouse-9 contain severe blurring, illumination changes,
deformations, and background clutter, the proposed method
successfully tracked the targets.

Table 4 reports the computational efficiency in terms of FPS.
Our method runs in real time, because additional MJP com-
ponents introduce only a negligible computational burden to
visual tracking. In Table 5, we conducted an ablation study
evaluating our method with and without MJP. The results clearly
demonstrate that both core components, SDE and MJP, play
pivotal roles in achieving robust and accurate visual tracking.
Specifically, removing the MJP leads to noticeable degradation
in performance, highlighting its importance in modeling abrupt
motion transitions and dynamic state changes of the target.

7 | Conclusion

In this paper, we formulate visual tracking as a MTSF problem,
where the target’s state is predicted from past observations. To
address the abrupt and nonlinear variations in object motion,
we introduce a switching framework driven by a MJP, which
transitions between latent motion patterns modeled by distinct
SDEs. This adaptive approach effectively captures diverse tem-
poral dynamics, enabling robust and accurate state prediction.
Experimental results show that our method surpasses state-
of-the-art trackers, particularly in scenarios with complex and
highly dynamic motion.
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